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Abstract

Many single-agent as well as multi-agent reinforcement
learning algorithms converge to optimal policies in
complex intelligent systems without taking into account
the mode of the reward structure. In our work, we take
into consideration the unimodal reward distribution for an
intelligent agent and propose a unimodal learning
algorithm that converges to the optimal policy faster than
the ! -Greedy strategy, softmax action selection, and Q-
Learning. In addition, we describe an automated
intelligent mini-blind system as an application that can
utilize our strategy to obtain optimal plant growth faster
than the other approaches.
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I. Introduction

Our automated intelligent mini-blinds system is part of
MavHome the smart house project at the University of
Texas at Arlington [1]. In this paper, we show a
comparative and systematic analysis of the ! -Greedy and
softmax action selection strategies when they are applied
to optimizing growth in plants as a function of light
exposure. According to Sutton and Barto’s introductory
reinforcement learning book, a careful comparative
analysis between the two strategies has not yet been done
[5]. After a discussion of background knowledge, we
propose U-Learning, an algorithm capable of learning
reward structures with a unimodal distribution, which
converges to the optimal policy faster than Q-Learning,
the ! -Greedy strategy and softmax action selection. We
show results of the implementation of these four
algorithms on an intelligent single-agent system of mini-
blinds installed in an intelligent environment. Also, we
thoroughly discuss the performance of each of these
algorithms as they are applied to the mini-blinds system.
We conclude by describing our plans for the future of this
work.

II. Previous work

Several approaches have been taken to automate mini-
blinds by other teams/universities. Team 13 at
Northwestern University [7] and “Tornado,” a senior
design team at UT Arlington are focusing on the remote
controlling of the blinds. They’ve used the MIT’s handy
board [8] in order to implement most of the physical layer.
Our approach is to build from scratch a circuit using TTL
logic and Darlington drivers in a machine-controlled
system. Also, the other approaches are directed more
towards mechanics than sensors, whereas ours are a good
combination of both.
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Figure 1: High level abstract of the system
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I11. System Architecture and Implementation

As shown in Figure 1 of the previous page, the mini-
blinds system architecture consists of a total of eight
mini-blinds installed throughout the Artificial Intelligence
Laboratory. The technologies are separated into two
cooperating layers. The Communications layer facilitates
the communication of information, user requests, queries,
and report generation. The Physical layer contains the
hardware needed for mini-blind operation and includes
sensors, integrated circuits, transducers, data acquisition
devices and network hardware.

This architecture is implemented using a CORBA
interface between software components, and power line
control between hardware components. By using
CORBA’s NameService feature, the server creates an
object that can be accessed via any client on the network
running CORBA. Therefore, any or all blinds can be
controlled remotely via any computer on the network. As
shown in Figure 2 above, the hardware is composed
mainly of TTL integrated circuits, such as the
Decoder/Demultiplexer circuit used to decode the signals
coming from the parallel port, which selects the particular
blind to control. Once the signal is decoded, an inverter is
used to convert to positive logic and an opto-isolator
switches power to the blind we desire to control. An
optoisolator is an integrated circuit which switches power
when enough current is input to it. This current will come
only from the blinds chosen by the user. As a result, the
opto-isolator will not switch power to the blinds that are
not chosen by the client.

The next part of our circuitry deals with sending pulses
to the stepper motor in order to turn in the desired rotation.
Four bits of data are sent from the machine through the
parallel port and are sent to all the blinds. Before going to
the stepper motor, the signals go through a Darlington
Driver, which energizes the stator. In Figure 2 above, the
Server Application is a program that takes input from the
user, who specifies which blinds to control. The sequence
0x01, 0x02, 0x04, and 0x08 is the full-step signal coming
from the upper 4 bits of the parallel port to control
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Figure 2: The low-level hardware model.

Stepper Motors
Darlington Driver :

Sends pulses in order

in the desired rotation.

clockwise rotation of the stepper motor and the reverse
sequence is used to control counter-clockwise rotation.
When the opto-isolator switches power to a specific mini-
blind, the blind turns clockwise or counter-clockwise
based on the pulses sent. It’s interesting to note that all of
our stepper motors are unipolar and are extracted from old
5% floppy drives. Note that the stepper motors are taped
to the rods of each blind so a clockwise rotation of the
stepper motor results in the movement of blinds in the
“UP” direction. As a result, our mini-blinds solution is
economical compared to other implementations. An
Ethernet network cable is used to transfer signals from the
circuitry to the stepper motors. This is another example
of how we integrate existing hardware into our system.
The automated mini-blinds and the stepper motor in the
MavHome environment are pictured in Figure 3.
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Figure 3: Automated blinds and stepper motor in the
MavHome environment

IV. Single-Agent Reinforcement Learning

IV a) State/Action Representation and Unimodal
Reward Structure

This section describes the state and action representation
and the unimodal distribution reward structure. Since RL
algorithms are particularly suited for the mini-blinds
application, we first describe reinforcement learning in
general. RL comprises of performing an action a in an



environment consisting of a set of possible states S. At
each step in the RL algorithm, the agent (a mini-blind in

this case) looks at the current state §,and executes an
action @, , after which it is given a reward 7,,,. This in
turn transitions the agent from the current state §,to the
next state S;. The goal of the algorithm is to take into

account the 4-tuple (S ,4a,,S,,,l,;) and lean a

t+1
mapping from a state to the optimal value function, the
long-term value of that state [4]. For our particular

application, the set of states S* :{51’ S, Sn}, in

which valugs) =valugs_;) +10, represent the

percentages of light exposure in the plants. As the blinds
transition from one state to the next, the light percentages

are increased or decreased by 10%. s, is the state where
the blind is completely closed with minimum light
exposure and S, represents the state in which the blind is

letting through maximum light. S transitions to S if

action “CLOCKWISE” is chosen and to S, ;if the action

desired is “COUNTER-CLOCKWISE”. These represent
turns or steps of the stepper motor for each blind.
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Figure 4: State/action graph of the intelligent mini-
blinds system

In figure 4 above, the initial state represents a fully closed
blind and the final state is the blind fully open. “C” and
“CC” are the clockwise and counter-clockwise rotations
of the stepper motor, respectively. An action can change
a blind’s current state to an adjacent state and therefore a
light level within 10% of the current light level.

Rewards to the agent are the number of inches of plant
growth over a period of time t. In a practical scenario,
rewards are given to the system every 24 hours, which is
enough time for the plant to grow a considerable amount.
In this paper, however, we show results that are acquired
through simulation, and as a result, each reward is given
in a matter of microseconds. Since too much and too little
sunlight can reduce the rate of plant growth, the reward is
a unimodal distribution. A unimodal distribution is a
statistical distribution with a single peak. The peak, or
local maximum, for the mini-blinds application is the
maximum amount of light a plant can be exposed to
without resulting in a decrease in growth rate. We use
this knowledge to our advantage in designing an
algorithm that can converge to an optimal policy in a fast

and efficient manner. Some examples of reward
structures are shown in Figure 5.
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Figure 5: Reward structures for 4 different plants

The above figure shows amount of growth in different
plants as a function of the light level. Four distinct
reward structures are shown. The x axis represents the
percentage of sunlight received by the plant and the y axis
is the growth of the plant in inches. Plant A can
withstand the greatest amount of sunlight as its growth
rate only decreases when it gets higher than 90% sunlight.
On the other hand, Plant D’s growth begins decreasing
when light exposure becomes higher than 60%. These
four data sets represent different types of plants in
different times throughout the year. For our simulation,
we use Plant C to evaluate the different reinforcement
learning algorithms.

IV b) &-Greedy Strategy vs. Softmax Action Selection

Initially, the Q, (@) value of each action a is randomly

chosen through a normal distribution consisting of
common growth rates, in inches. The initial state and
action of the blind are chosen randomly as well. For the
! -Greedy method, we use the sample average method

+r

r+...
Qa)="—"—"
n

where [ is the immediate reward received by the agent, a

is the action performed by the agent and n is the number
of times the action was taken [5]. As the number of times

we perform each action reaches ¢, by the law of large
numbers Q, (@) converges to the actual value Q" (a) [5].

In our approach, / = 0.1, and as a result, we explore
with probability &€ and exploit with probability
1 — £ each time the algorithm is to choose an action from
several action choices. If we choose to exploit after an



interval t, we choose the action with the highest
Q, (@) value. On the other hand, if exploration is desired,

we perform the action that has the lesser immediate
reward.

For softmax action selection, we use the Gibbs or
Boltzmann distribution.  Action a is chosen with
probability

th—l(a) It

Qu1(b)/7
2:°

! is the “temperature” term and is used to control the
exploration of the agent. The action under consideration
is evaluated against all the possible actions from a

particular state. As a result, actions with the highest Qt
values are given a higher probability of occurrence than
those with lower Qt values. Also, higher values of !

are used to explore the action-space and as ! gets closer
to 0, the agent becomes greedier. This approach works
much better for applications with high variance rewards
and is better suited for applications in which catastrophic
effects can result from exploration of harmful states. If
applications have reward values that vary greatly, it is
better to use softmax action selection because it avoids
exploring randomly like the ! -Greedy method. The
comparison of these two strategies based on our
implementation is described later.

IV ¢) Q-Learning and Markov Decision Processes

Reinforcement Learning algorithms [3] are very
appropriate for use in automation of intelligent agents,
such as mini-blinds in a smart house. Q-Learning, first
proposed by Watkins in [6], is one of the most popular
reinforcement learning algorithms that exist today. In Q-
Learning, after receiving awards asynchronously, the
state-action Q value is updated as follows:

0(s,,a,)=0(s,,a,) +#[r,,, + "max

O(s,1,a) ! O(s,,a,)]

5,1 §, where § is the set of states to which a mini-

blind can transition. a € A where A =
{CLOCKWISE,COUNTER-CLOCKWISE}. I s

known as the discount factor and it represents the
discounted rewards received by the agent in the future.
! is the learning rate of the system. ! and !/ are both
initialized to 0.4. At each state after receiving a reward
and updating the particular Q-value, the next state is
chosen according to the policy

!"(s)=argmax, Q(s.2,)

This means that we choose the action with the greatest Q
value at each state.

Next, we review the Markov Decision Process
framework. An MDP is defined by a 4-tuple

(S, A/ P, R) where S is the set of possible states that
an agent can be in, A represents the possible actions an
agent can take, P is a Markovian transition model where
P(Xx,a,X') is the probability of transitioning to X' from
x taking action a and R is a reward function
R:SxAxS— D, where DER. Our automated

mini-blinds application is in the form of a Markov
Decision process. In addition, since the next state only
depends on the current state of the system, the system has
the Markov property.

V. U-Learning

Using knowledge of the unimodal reward structure with
only one local maximum, we propose U-Learning for the
automation of intelligent systems and agents with a
unimodal distribution, such as mini-blinds. The algorithm
is as follows:

. Start from a randomly generated state S .
. Generate random action a

1

2

3. Getreward I from this transition.

4. Do action a once more from the newly
transitioned state and get reward I,

5.ifr,0

with probability ! , repeat action a

else
if a =*“CLOCKWISE”
with probability ! do action
“COUNTER-CLOCKWISE”
else
with probability /  do “CLOCKWISE
6. !,

7. getnew reward I,
8. repeat (5)

The U-Learning algorithm initializes / to 0.9. This
ensures that the algorithm uses the knowledge of the
reward structure with a 90% probability. In this case, !

represents a confidence value of how sure we are that we
have approached the local maximum at a particular point
in time.

Note that U-Learning doesn’t require any kind of Q-
value update. For this reason, U-Learning requires less
memory and computation than the other three approaches.



VI. Experimental Results
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Figure 6: Implementation of all four algorithms on
mini-blinds system simulation

We implemented the four algorithms, including U-
Learning, on our automated mini-blinds system and
discovered that U-Learning is much more efficient than
the other three approaches. Our results of the four
implementations are shown in Figure 6.

The x-axis of the graph in Figure 6 is the number of
days of plant growth and the y-axis represents plant
height. Since this is all done in simulation, it takes a
matter of minutes to produce the results.

The simulation that we’ve done is very close to reality
since plants have similar reward structures. According to
[9], some fruit plants have optimal plant growth in full
light exposure, but some do well in partial shade. [10]
explains that too much sunlight can be harmful to plants
as it can cause brown spots on leaves, or the curling down
of leaves. At one point it even states that a hand should
be placed over the plant when it’s getting full light
exposure.

The design of the particular reward structure used does
bias the results, however. In our implementation, we take
into account the summer season when the blind has the
greatest possibility of receiving full sunlight. We do not
discuss what would happen in other seasons, such as
winter, when full light will not be as harmful. The reason
for is that other seasons might not be represented as a
unimodal reward structure and may not have as much of a
chance to cause harm to plants as in the summer.

If such a system were to be implemented completely, it
would take months before the system converged to the
optimal policy. This is because a supervisor would have
to measure the height of the plants and report the findings
each day. While the optimal solution and the plants using
U-Learning reached a height of almost 17 inches over a
period of 28 days, the plants using Q-Learning had 12
inches of growth. Plants that used & -Greedy and Softmax
strategies grew the least with growth of 8.6 and 9 inches,
respectively. Observe that, since we use a confidence
level of .9, the U-Learning results are identical to the

optimal solution. In this case, the U-Learning algorithm
always found the correct local maximum of the unimodal
distribution. The U-Learning algorithm converges at the
same time as the optimal solution and thus the plant
begins optimal height increase very early.

VI. Discussion

As seen here, against the optimal growth of 17 inches, the
€ -Greedy method performed rather poorly. The !/ -
Greedy algorithm had not yet converged when the 28
days were over, and as a result, the plant was never able
to grow 6 or 7 inches per day. Note that since 7 inches is
the optimum growth rate in this case, the algorithm
oscillates between 6 and 7 inches upon optimal
convergence. The late convergence is due to the fact that
random exploration is performed and less optimal states
are visited before the optimal policy is reached. With the
case of Softmax action selection using a Boltzmann
distribution, the same case applies as some sub-optimal
states are visited due to the non-deterministic nature of
the application.

The same applies for Q-Learning as it takes more than
28 days for convergence to the optimal policy. We
noticed oscillation between some sub-optimal states in Q-
Learning, while such oscillations are not seen in the
optimal or the U-Learning results. Due to the nature of
Q-Learning and other probabilistic  algorithms,
oscillations are possible in sub-optimal states which cause
slower convergence.

From these results, it’s obvious that U-Learning out-
performs the other algorithms and converges the fastest.
In a practical scenario, it would take U-Learning only a
few days to converge to the optimal policy. It’s obvious
that taking reward structures into consideration can prove
to be quite advantageous.

VII. Future Work

The implementation and design of an independent and
self-learning mini-blind, that is aware of its surroundings
and able to make decisions upon changes of the
environment, can be quite a challenging task. What we
would consider a follow-up of the current design and
implementation is to be able to get the readings from the
photo sensors mounted on the mini-blinds. There will be
four sensors on each blind, two of them facing in and out
the bind, and two facing each other on both sides of the
blind. The first two would serve as a basis of comparison
of the internal and external light intensity, where the latter
two would sense how much light has actually escaped to
the inside/outside (assuming the blinds are to be shut
during night time).

We will still base our hardware implementation on
TTL logic. We will place a machine with a parallel port
by each mini-blind. This machine will act as an input of
the amount of current light exposure through the
particular blind positioned by the machine. We will use
Analog to Digital (A/D) converters to convert analog



voltage input from the photo-sensors, of the particular
blind, to digital signals and send the digital result to each
machine through its parallel port. In addition, in our near
future implementation, we plan to transfer each digital
result observed by the machine to our application server
for processing. After polling all the data from the blinds,
the application server performs a different reinforcement
learning algorithm on each blind, to determine which one
has fastest convergence to the optimal policy and thus the
best plant growth. Depending on the action to be taken,
the blinds will be turned clockwise or counter-clockwise
by the parallel port in the manner specified above in
section III.

Conclusions

In this paper, we’ve discussed a system which is part of
an intelligent environment at the University of Texas at
Arlington. We’ve described an intelligent mini-blinds
system implementation that can take advantage of the U-
Learning. We’ve shown how this algorithm can converge
to the optimal policy faster than the ! -Greedy and
softmax strategies. In addition, we’ve shown a
comparative analysis of the € -Greedy method and the
softmax action selection strategy. In the end, we
presented our plans for the future of our intelligent mini-
blind system.
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